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Manipulation · current views
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Navigation · current view + scene context

Head
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Context tour · 3 of 21 frames shown

+ Optional oracle IR · manipulation only

Dot IR
RGB + dot or Attention map

Gaussian heatmap

Instruction Spatial language prompt

Robot state Discretized state tokens

Qwen3.5-4B
Frozen · baseline

Vision encoder

Multimodal input tokens

Language backbone
Image + instruction + state prefix

Noisy action tokens
Timestep t

Action expert
Trained from scratch

Flow-matching
action transformer

Prefix
K / V

Action chunk

Manipulation or navigation actions

Shared architecture · Task-specific policies · Frozen VLM baseline; LoRA variant adapts the VLM


